Re: 

Statements like, "Most programs in testing have five to 10 defects per 1,000 lines of code..." expose one of the reasons that "Six Sigma" and SEI CMM initiatives often fail to produce meaningful results. 

Users and businesses have a tolerance for error, and not all defects are equal. Measures that extrapolate based on treating all errors the same, or driving toward a goal of 'least bugs possible' or even 'zero defects' are fatally flawed because they don't represent that business tolerance for error - they don't measure it, they don't incorporate it in their decision making, and they get into trouble.

If you don't know the user's tolerance for error, how can you talk about how good is good enough? No wonder projects err on the side of too much or not enough testing. Too much testing and impatient developers and customers kill the test group. Too little and the poor product kills the whole company and takes the users with them.

Not only do we need to quantify that tolerance, but we have to quantify it separately for various aspects of a system. Bugs in mission critical components or customer facing bugs are not tolerated as well as bugs that are operations facing or only seen by internal technical staff. A spelling mistake in an error message that only system programmers will ever see, and no one really knows how to provoke, is usually well tolerated - a customer-facing spelling error is almost always reason to delay the release and fix the error.

The business of quantifying tolerance for error requires all the usual SEI CMM disciplines, but requires the additional refinement of measuring severity and quantity at each level of severity, for various aspects of the system. That level of sophistication is not just nice to have, but essential in making business-related decisions on how to apply scarce resources. 

Testing should be about developing a level of confidence about the test coverage and how many bugs (and at what level of severity, and in what aspect of the system) will be discovered post-testing, in actual operation. To the degree that the testers are surprised, that they did not predict either the number of bugs or did not declare uncertainty, they have failed. To the degree they predict the number of bugs (number and severity, by area of system), they have succeeded.

Example: What's the most serious bug you can imagine? Most people would respond that it's a system crash, a total outage, or a complete loss of critical data. It's often worse than any of those - data corruption with no hint that anything is wrong. A crash or data loss is merciful compared to an insidious bug that calculates wrong answers and then swears to the accuracy of the result.

Finally, most projects suffer from the notion of counting only ‘show stoppers’ in the final run-up to release. They studiously avoid placing attention, nor on fixing any problems that are less than ‘show stoppers’ even if taken together these less important bugs make exceed the user’s threshold of pain.

I've used this approach to measure and make decisions about test coverage and software quality since 1975, on all sorts of project - it works! If you’re interested, I can provide more on this subject – just wanted to respond to the “number of bugs per line of code” nonsense in the article.
